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PIWI: Visually Exploring Graphs Based on
Their Community Structure
Jing Yang, Yujie Liu, Xin Zhang, Xiaoru Yuan, Ye Zhao, Member, IEEE, Scott Barlowe, and Shixia Liu
Abstract—Community structure is an important characteristic of many realnetworks, which shows high concentrations of edges
within special groupsof vertices and low concentrations between these groups. Community related graph analysis, such as
discovering relationships amongcommunities, identifying attribute-structure relationships, andselecting a large number of vertices
with desired structural features and attributes, are common tasks in knowledge discovery in such networks.The clutter and
the lack of interactivity often hinder efforts to apply traditional graph visualization techniques in these tasks. In this paper, we
propose PIWI, a novel graph visual analytics approach to these tasks. Instead of using Node-Link Diagrams (NLDs), PIWI
provides coordinated,uncluttered visualizations and novel interactions based on graph community structure. The novel features,
applicability, and limitations of this new technique have been discussed in detail. A set of case studies and preliminary user
studies have been conducted with real graphs containing thousands of vertices, which provide supportive evidence about the
usefulness of PIWI in community related tasks.
Index Terms—Information visualization, Visual analytics, Graph visualization, Community structure.
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I NTRODUCTION

B

IOLOGICAL , social, technological, and information
networks can be studied as graphs, and graph analysis
has become crucial in understanding the features of these
systems [14]. Visual analytics is an important approach
to graph analysis, since it allows human beings to combine their domain knowledge and perception abilities with
computational power in the reasoning process. Although
a large number of graph visualization systems have been
developed, many real-world exploratory missions are still
in dire need of effective visual analytics tools. A signiﬁcant
one is community related graph visual analysis tasks.
In many real networks, the distribution of edges among
the vertices displays big inhomogeneities. There are high
concentrations of edges within special groups of vertices,
and low concentrations between these groups. This feature of real networks is called community structure [17].
These groups are called communities, clusters, or modules.
More generally, communities are groups of vertices which
probably share common properties and/or play similar
roles within a graph [14]. The community structure has
brought signiﬁcant advances to the understanding of complex systems and has concrete applications [14]. However,
the support from existing graph visualization systems for
community related tasks is fairly limited. Such tasks include
but are not limited to:
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Community browsing: Communities and the relations
among them provide a coarse-grained depiction of a graph.
However, browsing communities is not an easy task for
most existing graph visualization systems. For example, to
get a general idea of vertices in the communities, users
usually need to zoom into the communities one by one to
read vertex labels in an often cluttered display.
Community relationship exploration: It is important to
examine the relationships among communities to learn how
these substructures interact with each other. For example,
public crisis managers examine the effectiveness of communications among social communities during disasters.
Funding agencies evaluate interdisciplinary research among
multiple research areas. In these tasks, the users desire
not only statistical metrics summarizing the relationships,
but also structural details such as how and through which
vertices the communities are connected. Few existing graph
visualization systems allow users to ﬂexibly explore such
community-reliance relationships with functions that enable
a realistic knowledge discovery process.
Attribute-structure relationship analysis: In real networks, vertices usually carry multidimensional attributes or
additional complex information. Analyzing the relationship
between these attributes and communities is a critical yet
difﬁcult task. For example, the correlation between online
relationships (e.g., friendship links on Flickr) and ofﬂine
attributes (e.g., the camera brand owned by a user) is
important for personalized advertising in social networks
[31]. Users suffer from a lack of effective visual reasoning
approaches for exploring such information in enough detail.
Scalable interactions: Users often need to identify and
manipulate a large number of vertices with desired attributes and structural features. For example, identifying
vertices lying at the boundaries between communities allows analyzers to learn which vertices are playing an
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important role of mediation and leading the relationships
and exchanges between different communities [14]. Bulk
interactions, which allow users to identify and manipulate
multiple vertices and edges according to given attribute and
structural criteria simultaneously, are a direly needed yet
less studied feature in graph visualization systems.
In this paper, we propose a novel visual analytics tool
named PIWI. It enables users to conduct the aforementioned community related tasks effectively. It employs
uncluttered, intuitive, and yet meaningful visual representations and interactions to support effective and efﬁcient
visual exploration of graphs with thousands of vertices.
Its design goals include the following essential features
missing in most existing graph visualization systems:
Uncluttered display: Conducting the aforementioned tasks
requires simultaneous examination of lots of information,
such as the labels and attributes of all vertices connecting
multiple communities. Such detailed information, when
displayed on a large number of vertices, will clutter most
graph visualization tools. A clutter-free examination can
greatly increase the applicability of a graph visualization
system.
Acknowledging context: Conducting the aforementioned
tasks also requires examining details within context. For
example, users may want to examine how vertices with
desired attributes are distributed among communities. Although it is not difﬁcult to provide contextual information
for one or two vertices, most existing visualization systems
do not allow users to examine a large number of vertices
within context simultaneously. It is therefore important to
provide contextual information for a large number of foci
simultaneously to enable effective comparison and other
visual analytics tasks.
Flexible, effective, and efﬁcient interactions: Interactive
graph exploration often requires selections and other manipulations on multiple vertices concurrently. Criteria for such
selections are often a combination of structural features and
vertex attributes. Although a few approaches have been proposed [24], [36], [3], their functionality and ﬂexibility are
limited. New interaction techniques for complex selection
criteria are desired.
Supporting effective visual sense making: Sense making
often requires users to perform a sequence of investigative
tasks in a step-by-step manner. It is also an iterative process
in which insights and hypotheses are gradually formed, retrospected, compared, and reﬁned with human input. Graph
visualization systems should allow users to use the output
of performed steps as the input in further examination. They
should also enable users to compare, reﬁne, and integrate
intermediate results from multiple visual exploration steps.

2

R ELATED W ORK

2.1 Node-Link Diagrams
Most existing graph visualization techniques are Node-Link
Diagrams (NLDs) or Adjacency Matrix Representations
(AMRs). NLDs usually place graph vertices on a 2D or
3D layout area, and explicitly draw the edges among them
as links on the display. NLD visualization systems, such
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as GraphVis [13] and NodeXL [3], can efﬁciently draw a
graph with thousands of vertices in a few seconds. However,
overcoming severe graph clutter and providing effective
interactive exploration remain signiﬁcant challenges [24].
To address these challenges, efforts such as visualizations
based on the community structure of graphs, progressive
visual exploration, and novel interaction techniques have
been made.
Community detection has been employed in NLDs to reduce clutter and enable the discovery of community related
insights. Vizster [19] visually highlights communities in an
NLD and allows users to interactively examine clustering
results at different granularities. SocialAction [26] allows
users to aggregate networks based on their community
structure and examine communities of interest in detail. Itoh
et al. [22] hierarchically cluster multiple-category graphs
based on the categories and connectivity of vertices. They
use a hybrid space-ﬁlling and force-directed layout to visually reveal communities and their relationships. NodeXL
[3] provides an NLD layout style where communities are
displayed within boxes so that the connections between the
communities can be visually explored. However, none of
the existing approaches provide enough visualization and
interaction support to community related analysis tasks.
The progressive visual exploration strategy has been
practiced by several recent graph visualization systems.
Jigsaw [32] allows users to identify vertices of interest from
a set of coordinated views and progressively examine their
neighborhoods in an NLD. Van Ham and Perer [35] propose
to “search, show context, expand on demand” when exploring large graphs. Their approach allows users to browse
the immediate context graph around a speciﬁed vertex of
interest. PIWI supports progressive visual exploration by
allowing users to interactively create new vertex groups,
which can be visually explored together with automatically
detected communities for further analysis.
A handful of interaction techniques have been integrated
into NLDs. McGufﬁn and Jurisica [24] allow users to select
a vertex’s neighborhood by dragging out its radius using a
radial menu besides the traditional rectangle and lasso selection. NodeXL [3] allows users to select multiple vertices
using a rectangle. It also supports union and difference of
several selections. Viau et al. [36] propose FlowVizMenu
and Parallel Scatterplot Matrix, where vertex metrics are
displayed and interactive selections based on these metrics
are conducted. PIWI supports intersection, along with union
and difference, of arbitrary groups (both those automatically
generated by the system and those created on the ﬂy by
users). It integrates selections upon individual vertices,
attributes, communities, user-deﬁned vertex groups, and
neighborhoods of vertex groups. To the best of our knowledge, PIWI is among the ﬁrst graph visualization systems
that provide such rich selection capability.
2.2

Adjacency Matrix Representations

AMRs are visual representations of the adjacency matrices
of graphs. Bertin ﬁrst introduces visual matrices to represent networks [10]. Matrix Zoom [7] displays large graphs
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as a hierarchy of adjacency matrices given a predeﬁned
cluster hierarchy using edge aggregation. MatrixExplorer
[20] coordinates AMR and NLD views and supports matrix
reordering, interactive ﬁltering, and clustering. NodeTrix
[21] is a hybrid visualization with NLDs showing the global
structure of a network and AMRs showing communities.
Ghoniem et al. [16] show that AMRs outperform NLDs for
large graphs or dense graphs in several low-level reading
tasks, but not in path-related tasks. PIWI and AMRs both
avoid using links in order to reduce clutter. However, the
visual metaphor and interactions of PIWI are signiﬁcantly
different from those of AMRs.
2.3

Multivariate Graph Visualization

Many efforts have been made to visualize graphs with
multidimensional vertex attributes. PivotGraph [37] aggregates the graph based on vertex attributes and uses a gridbased approach to explore the relationship between vertex
attributes and connections. OntoVis [28] uses the ontology
associated with a semantic network to conduct structural
abstraction and importance ﬁltering. Pretorius and van Wijk
[27] use interactive attribute-based clustering for visualizing
large state transition graphs. Semantic substrates [30], [8]
position vertices in non-overlapping regions based on their
attributes. They also provide dynamic query sliders and
ﬁltering buttons for interactive vertex selection and ﬁltering.
GraphDice [11] uses multidimensional visualizations to
facilitate multivariate graph visualization. PIWI supports
multivariate graph visualization with a distinct new approach: the display of the graph structure is integrated with
that of vertex attributes, where users can seamlessly explore
them in a uniﬁed way.
2.4

Other Clustering-Based Visualizations

Clustering analysis has been widely used in visual analytics
for data types besides graphs, such as image collections,
document collections, and multidimensional datasets. Previous work reveals that for many real-world visual analytics
tasks, especially those high-level tasks such as browsing a
large number of data items, visualizations and interactions
at the cluster level should have a higher priority than
those on the inner structure of the clusters. For example,
Hierarchical Parallel Coordinates [15] visually presents
clusters of multidimensional data items using a band and
a mean without displaying individual data items in them.
Newdle [39] clusters news articles based on an article graph
constructed according to tag co-occurrence, represents the
clusters using word clouds of their most signiﬁcant tags,
and allows users to interactively explore the structural
relationships among the clusters. Scatter/Gather [18] allows
users to browse a document collection in topic-coherent
groups where the titles, rather than the inner-relationships
among the documents in the groups, are visualized. The
community level visualization and interactions in PIWI are
inspired by the above approaches.
In addition, clustering-based document visualizations,
such as Newdle [39] and Scatter/Gather [18], reveal the
importance of semantic representation in text intensive
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datasets. Graphs with meaningful vertex and edge labels
are text intensive data. PIWI signiﬁcantly improves the
readability of vertex labels and thus make the semantics
conveyed by a large graph visible to users.

3

PIWI IN A N UTSHELL

This section presents the visualizations and interactions of
PIWI, whose usefulness is exempliﬁed by the visual exploration of a real network. This network, named the NYT
graph, is a tag co-occurrence network with 1,200 vertices
(tags) and 7,042 edges (co-occurrence of two tags in at least
one article). It conveys the tag co-occurrence information
of 1,078 New York Times (NYT) [5] world news articles
published from February 22, 2011 to April 25, 2011. It
also has 36 binary vertex attributes carrying categorical
and temporal information. Its communities reﬂect the major
news events reported in the news corpus. The details of the
examples can be seen from the supplementary video.
3.1 Community Detection and Visual Representation of Communities
Following the suggestion by Fortunato [14], PIWI visually
depicts communities and their relationships to provide a
coarse-grained overview for a large graph. The communities can be detected using one of the community detection
algorithms integrated into PIWI or imported from external
programs. PIWI integrates multiple algorithms, including
Girvan-Newman [17] and Clauset-Newman-Moore [12]
from the SNAP library [4] and MCL [34]. PIWI allows
overlapping communities [25].
In the initial view of a graph, the communities are
visually presented to users. Fig. 1 shows the initial view of
the NYT graph. Twelve communities are detected using an
external graph partition algorithm named AdjCluster [38].
The three communities under the blue line are accessed
using the scrollbar on the right of the window; this removes
the limitations on how many communities can be displayed
and how much space can be assigned to each community.
Each community is assigned a color and represented by
a row consisting of a tag cloud and a set of vertex plots.
A vertex belonging to the community is represented by
its label in the tag cloud and dots in the vertex plots.
The label and dots are displayed in the color assigned
to the community unless the vertex belongs to multiple
communities. In the latter case, the color of a vertex will
be the color assigned to the community it is most related
to, which is determined by the number of member vertices
it connects to or other measures.
In Fig. 1, several distinct colors are assigned to adjacent
communities. The colors are reused when there are more
communities. They help users distinguish adjacent communities in the vertex plots. Users can interactively change
the number of distinct colors or display all labels in gray
through the visual effect setting dialog, which is triggered
by the “Visual Effects” button on the toolbar.
Tag Clouds: A tag cloud is a list of tags where the
sizes of the tags reﬂect their popularity [9]. The tags can
be sorted alphabetically or by size. In PIWI, a tag cloud
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Fig. 1. The initial view of the NYT graph (1,200 vertices, 7,042 edges). Twelve communities are displayed, each
one represented by a row. The tag cloud shows the vertex labels of the community and the vertex plots show its
members and neighbors. The communities under the blue line are accessed using the scrolling bar.
is used to display the labels of all member vertices of
a community; the vertices in the central position of the
community are emphasized. They may have an important
function of control and stability within the community and
are often looked for in real applications [14]. In particular,
the tag sizes are decided by a user selected centrality metric.
For example, the degree centrality can be used if vertices
with large numbers of neighbors are of interest, while the
betweenness centrality can be used if vertices essential for
communicating are of interest. The tags are sorted by the
same metric in descending order. To save space, the tag
cloud is placed in a scrollable html window. Labels of the
vertices with the highest metric values are visible in the
initial view and users can access other labels by scrolling
the window. A label can appear in multiple tag clouds if
the vertex belongs to multiple communities.
Example 1.1: Browsing Communities A user browses
the communities (Fig. 1) to get an overview of the NYT
graph. This is an easy task since she can read the labels
of each community following her daily reading manner.
She ﬁnds that this corpus contains news about Middle East
and North Africa Unrest (2010-), Japan Earthquake and
Tsunami (2011), Fukushima Daiichi Nuclear Power Plant

(Japan), Terrorism, and etc.
Vertex plots: PIWI uses vertex plots to display the
neighborhood information of the communities. A vertex
plot displays vertices with desired features as colored dots
without overlap. To coordinate the many vertex plots in
PIWI, each vertex occupies the same position in all vertex
plots. A dot is drawn in that position if the vertex has the
attribute/structural feature speciﬁed in a plot. Otherwise the
position is left blank. The dots are placed line by line from
top to bottom, in the order from large communities to small
communities. Vertices belonging to multiple communities
are placed within the communities they are most related to.
As shown in Fig. 1, each row, representing a community,
contains multiple vertex plots. The ﬁrst plot (from left to
right) displays all vertices belonging to the community and
is named the member plot. The second plot displays all
vertices directly connected to any vertex in the community
and is named the Degree-1 neighborhood (D1) plot. The
third plot displays vertices whose shortest distances to the
community is less than or equal to 2. It is named the
Degree-2 neighborhood (D2) plot. Similarly, Degree-3 and
larger neighborhoods can be deﬁned. Users interactively set
the number of neighborhoods to be displayed according to
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Fig. 2. (a) (1) is a community of interest and (2), (3), and (4) are communities closely related to it. (b) Vertices
connecting (1) and (3) are selected by intersecting vertices displayed in (5) and (6). The selected vertices are
displayed in bigger dots than unselected vertices in the vertex plots. Their labels are underscored in the tag
clouds. The labels of unselected vertices are grayed out.
their exploration tasks. The last plot displays vertices that
are not displayed in other plots in the row and is named
the “Other” plot.
Example 1.2: Comparing community detection algorithms A graph mining expert wants to compare the results
of multiple community detection algorithms. Through the
vertex plots displayed in Fig. 1, she notices that the
communities resulting from the AdjCluster algorithm [38]
have similar sizes (according to the member plots) and each
community can connect to most vertices in the graph in two
steps (according to the D2 plots). She re-clusters the graph
using the MCL algorithm [34] and examines the new vertex
plots (please watch the supplementary video for the new
display). She ﬁnds that the new results contain communities
with much more variation in size and connectivity.
3.2

Interactions

Interactions play an essential role in PIWI. Users can
effectively select vertices with desired structural features
and vertex attributes for complex graph analysis tasks. Progressive visual exploration can be conducted by iteratively
constructing User-Deﬁned Vertex Groups (U-groups).
3.2.1 Selection
PIWI maintains a selection set. Vertices in this set are
called selected vertices. The selection set is interactively
modiﬁed by users through mouse clicks. We use the term
hits to refer to all vertices displayed in a vertex plot a
user just clicked or a vertex whose label was just clicked.
According to the selection status, which is deﬁned by the

users through the toolbar, hits are used to modify the
selection set as follows: (1) “New”: the selection set is
cleared and the hits are added into the set; (2) “Add”: the
hits are added into the selection set; (3) “Remove”: the hits
are removed from the selection set; (4) “Intersect”: vertices
not in the hits are removed from the selection set. Users
can click the “Clear” button to clear the selection set.
Complex selection tasks can be conducted by a sequence of clicks. For example, intersecting two vertex plots,
namely to click one plot under the “New” status and then
click another plot under the “Intersect” status, selects all
vertices displayed in both plots. It can be used for many
purposes: intersecting the D1 plots of two communities
selects all vertices connecting to both communities; intersecting the D1 plot of community A with the member
plot of community B selects all vertices in community
B that connect to community A; intersecting the member
plots of two communities selects the vertices shared by
these communities. For another example, users can create
a union of two communities by clicking the member plot of
one community under the “New” status and then clicking
the member plot of the other community under the “Add”
status. Since PIWI allows users to select a large number of
vertices with desired features simultaneously, we say that
PIWI supports bulk selection.
Selected vertices are highlighted in all displays. In the
tag clouds, labels of selected vertices are highlighted by
underscores. To further emphasize them, users can (1) gray
out the labels of unselected vertices (see Fig. 2 (b)); (2)
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Fig. 3. A progressive visual exploration on terrorism events. (1), (2), and (3) are U-groups interactively created.
Vertices connecting to Terrorism are highlighted. (4) shows the edges among the three vertices highlighted in
green boxes.
place selected vertices before unselected vertices in the tag
clouds (see Fig. 2); and (3) hide unselected vertices. In
the vertex plots, selected vertices are displayed in bigger
dots than unselected vertices. Users can manually adjust the
sizes for both selected and unselected dots. The users set
the above options through the visual effect setting dialog.
Sort Clusters: Selected vertices may be distributed in
multiple communities. To effectively examine them, users
can click the “Sort Clusters” button on the toolbar to bring
the communities with a large number of selected vertices
to the top of the display.
View Edge: To investigate the relationship among the
selected vertices, users can click the “View Edge” button
on the toolbar. A popup window will display all edges connecting the selected vertices. In this example application,
the titles of the articles where the two tags co-occur are
listed under each edge. Users can access the original articles
by clicking the titles.
Example 1.3: Investigating the relationship between a
community and other communities A community in the
NYT graph with vertices Nuclear Energy and Fukushima
Daiichi Nuclear Power Plant (Japan) triggers the interest
of a user ((Fig. 2 (1)). She wants to examine how this
community is related to other communities. To do so,
she sets the selection status to “New”, and clicks the
D1 plot of this community (Fig. 2 (5)). Now all vertices
connecting to this community are selected. She clicks the
“Sort Cluster” button to sort the communities by the number
of selected vertices they contain in descending order. Now
the communities most relevant to the community of interest
are brought to the top of the display (Fig. 2 (a)).
The user notices a relevant community with vertices
France, Russia, and Germany (Fig. 2 (3)). How is this
community related to the community of interest? She sets
the selection status to “Intersect” and clicks the D1 plot of
this community (Fig. 2 (6)). Now only vertices connecting
to both communities are selected, as shown in Fig. 2 (b).

Some of them belong to other communities. To focus on
the selected vertices in these two communities, the user
removes vertices in other communities from the selection
set (set status to “Remove” and click the member plots
of other communities) and clicks the “View Edge” button.
From the html window, she ﬁnds interesting articles such
as one titled Japan’s nuclear crisis strokes fear in Europe
((Fig. 2 (7)). She clicks the titles to read the articles to get
a better understanding of the relationship.
3.2.2

U-Groups

U-groups are user deﬁned vertex clusters. They are visualized and interactively explored in the same way as automatically detected communities. To distinguish U-groups
from automatically detected communities, the former are
displayed on top of the latter and their left buttons are red
(see Fig. 3 (1), (2), and (3)).
To create a U-group, users ﬁrst select vertices of interest
and then click the “Create Group” button from the toolbar.
A new U-group will be created which contains all the
selected vertices when the button is clicked. Users can
create any number of U-groups and delete a U-group at
any time. A vertex can be included in multiple U-groups
and communities and hence allows users to examine its
context from different viewpoints.
Example 1.4: Investigating vertices of interest using
U-groups A user is interested in terrorism events reported
in the NYT corpus. When browsing the communities, she
notices a community with the vertex Terrorism. She wants
to examine vertices connecting to Terrorism within and
outside this community. To do so, she selects this vertex
by clicking its label and creates a U-group for it (Fig. 3
(1)). By clicking the D1 plot of this U-group, all vertices
connecting to Terrorism are selected and highlighted. She
sorts the communities by the number of selected vertices
they contain, as shown in Fig. 3. It is not surprising
that many vertices from other communities are connected
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Fig. 4. A U-group which is a union of (1) and (2) in Fig. 2. The vertices highlighted by underscores were used to
tag one or more NYT news articles on the date marked.
to Terrorism. When browsing these vertices, she ﬁnds
an interesting vertex Youtube.com. Why is Youtube.com
related to Terrorism? She decides to examine the common
neighbors of these two vertices. She creates a U-group for
Youtube.com (Fig. 3 (2)). Then, she intersects the D1 plots
of the U-groups (1) and (2). Now, the common neighbors
of Terrorism and Youtube.com are selected. To examine the
selected vertices easier, she creates another U-group (Fig.
3 (3)) to accommodate them. The tag Awlaki, Anwar altriggers her interest. She selects this vertex together with
Terrorism and Youtube.com and examines the edges among
them using the “View Edge” function (see Fig. 3 (4)). The
news article Radical Cleric Still Speaks on YouTube gives
her the answer why these vertices are related.
In the above example, a progressive visual exploration
has been conducted. Intermediate results are recorded in the
U-groups, which can be kept for future use or be removed
if they are of no further interest.
Example 1.5: Merging closely related communities
The two communities in Fig. 2 (1) and (2) are closely
related. The user decides to examine them together. She
selects both communities and creates a new U-group to
accommodate them (see Fig. 4).
3.2.3

Other Interactions

Import: Users can load a graph with or without community
detection results. If community detection results are not
provided, PIWI will cluster the graph automatically using
the community detection algorithm selected by the user.
Export (Save sub-graphs): Users can save the sub-graph
consisting of vertices in the selection set and those edges
connecting them as a new graph. The new graph can be
loaded into PIWI for further analysis.
Clustering: Users can select a different community detection algorithm and then re-cluster the graph.
Search: PIWI allows users to search vertices containing
text entered in the “Search” box on the toolbar. To make
the results visible, the vertices will be selected and a Ugroup will be created to hold them.

Sort: Besides sorting communities by the number of selected vertices they contain, users can manually move a
community to the top, to the bottom, or remove it from the
display by clicking the small “F”, “L”, or “C” button on
the left of a row.
Zoom: Users can click the “Z” button on the left of a row
to examine its labels in a large popup html window.
3.3

Visualization of Multivariate Graphs

Vertex plots can represent vertex attributes as well as
structural information. A binary attribute is represented by
a vertex plot that displays vertices whose values are 1.
Categorical attributes with N distinct values are presented
by N vertex plots, each of which displays all vertices with
a distinct value. Numeric attributes are discretized and then
visualized. Bulk selections can be conducted on vertex plots
representing vertex attributes in the same way as on vertex
plots representing neighborhoods.
Example 1.6: Exploring multivariate vertex attributes
Vertices in the NYT graph carry 36 binary attributes, as
shown on the top of Fig. 5. Five of them record the
categories of the vertices, such as PER (person), ORG (organization), and GEO (geospatial information). Each of the
other 31 attributes is a time stamp used to record whether
a vertex was used to tag any NYT articles published on the
date it represents.
First, a user wants to ﬁnd vertices in the person category
that are related to Terrorism. To do so, she creates a Ugroup for Terrorism and intersects its D1 plot (Fig. 5 (1))
with the PER vertex plot (Fig. 5 (2)). Now all vertices in
the person category connecting to Terrorism are selected.
These vertices and their context are brought to the top of
the display after the user clicks the “Sort Cluster” button
(see Fig. 5).
Second, the user wants to investigate how the Japan
earthquake was reported by the New York Times. To do
so, she clicks the vertex plots of the time stamps (see Fig.
5) one by one under the “New” status heading to examine
how vertices are selected in the U-group she created in
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Fig. 5. The highlighted vertices are persons related to Terrorism in the NYT graph. They are selected by
intersecting (1) and (2). (3) shows the articles connecting Quddaﬁ, Muammar, el and Terrorism.

Fig. 6. The most signiﬁcant communities in the Infovis co-author network (1,462 vertices, 6,075 edges).
Example 1.5. Fig. 4 shows a few screenshots she sees. The
progress of how this news event was reported by NYT is
clearly revealed in this way.

4

C ASE S TUDY

In this case study, a user investigates the InfoVis co-author
network which has 1,462 vertices (authors) and 6,075 edges
(co-authorships). The network was generated using 4,526
bibliography entries from the DBLP Computer Science Bibliography [1] in 2011. All of them are authored/coauthored
by 36 researchers who served on the program committee
of the IEEE conference on Information Visualization. From
this network, the user wants to identify signiﬁcant author
communities and explore the relationships among them.
She also wants to identify collaboration leaders and investigate their collaboration patterns. The details of this case
study can be seen from the supplementary video.
Example 2.1: Browsing communities The user loads
this network into PIWI and clusters it using the Clauset-

Newman-Moore algorithm [12]. Twenty-one communities
are generated and visualized. Fig. 6 shows the most significant communities. Collaboration leaders in these communities, whose names are displayed in large fonts on top of
the tag clouds, are easily identiﬁed.
Example 2.2: Finding disconnected communities: The
user is curious to know if there is any community having no
collaborations with the biggest community. She selects its
neighbors by clicking its D1 plot and sorts the communities
by the number of selected vertices they contain. She then
drags the scrolling bar to the bottom. At the bottom she
ﬁnds three communities containing no selected vertices,
which indicates that these communities are disconnected
from the large one at the top.
Example 2.3: Finding bridging vertices: The user
wonders if there are any researchers in other communities
who bridge the biggest community with a community
disconnected to it. She intersects the D1 plots of these
two communities. The selected vertices are the possible
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bridging persons.
Example 2.4: Investigating the relationship between
a vertex and multiple communities The user wants to
know the collaboration patterns of a research leader John
T. Stasko. She creates a U-group for John T. Stasko and
clicks its D1 plot to select his collaborators. She sorts the
communities by the number of selected vertices they contain. She immediately notices that there are six communities
besides John’s own community whose members collaborate
with John.

5

I MPLEMENTATION

A fully working prototype of PIWI has been implemented
in C++, using wxWidgets [6] for its GUI and SNAP [4],
igraph [2], and MCL [34] for graph analysis. The tag clouds
are displayed in html. The dots in the vertex plots are drawn
using OpenGL as GL points.
For graphs with several thousand vertices, such as the
example graphs in this paper, PIWI provides uncluttered
display and real time interactions on an average consumer
PC or laptop without any acceleration techniques. When
visualizing even larger graphs, PIWI needs special handling
in the implementation to reduce clutter and accelerate
the rendering. Since the tag clouds are displayed using
scrollable html windows, they never get cluttered. To make
the rendering faster, PIWI provides the option to limit the
number of labels displayed in each tag cloud. The other
labels are displayed upon request.
A typical vertex plot in PIWI contains about 10,000
pixels (100 × 100). Thus PIWI can scale to graphs with
about 10,000 vertices without clutter (each dot is represented by one pixel, and the selected and unselected dots
are distinguished by using different transparencies). Users
can make this number larger by reducing the number of
vertex plots in each row, by decreasing the width of tag
clouds, or by increasing the height of rows.
Rendering Acceleration with GPU: When rendering a
graph with N vertices and k vertex plots with a CPU, k × N
GL points need to be drawn one by one. When N is over
several thousand, vertex plot rendering becomes a bottleneck for interactive exploration. To address this problem, a
GPU accelerated version using CG shaders is implemented.
In particular, an inverse pixel-by-pixel technique is used: a
determination is made for each pixel in the vertex plot as
to whether it belongs to any dot. After determining which
dot the pixel belongs to, the pixel is assigned a color. GPU
textures are used to store necessary rendering parameters,
including {relative position - vertex id} mapping, {vertex
id - community id} mapping, {community id - color}
mapping, {vertex id - binary attribute} mapping, {vertex
id - distance to community/U-group} mapping, {vertex id
- highlight state} mapping, etc. All calculations of pixel
positions, colors, show states, and highlight states are then
moved from CPU calculations to GPU texture look-up. The
capability of parallel pixel processing of the GPU fragment
shader program largely improves the speed of vertex plot
rendering, while maintaining exactly the same rendering
results. The acceleration is especially beneﬁcial when the
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graph is large and the pixel number assigned to each vertex
is small.
A set of rendering tests have been conducted to evaluate
the effectiveness of the acceleration method. Eight coauthor networks collected from the DBLP Computer Science Bibliography were used (see Table 1 for their sizes).
All tests were executed on a Dell T3500 Workstation with a
2.66GHz Intel E7300 CPU, 4GB memory, and an NVidia
GTX 570 graphics card with 1280MB video memory. In
the experiments, the CPU version and the GPU version
rendered each graph 100 times respectively to get their
average time for refreshing all vertex plots. It turned out that
the GPU version accelerated the rendering approximately 1
to 3.6 times. Detailed comparison results are shown in Table
1. The acceleration was negligible when the graph size was
small (less than 1,000 vertices). When the graphs became
larger, the speedup increased and reached its maximum
for a graph with 10,000 vertices. The speedup slightly
decreased for even larger graphs, but was still signiﬁcant for
graphs with up to 100,000 vertices. When graphs have more
than 100,000 vertices, the vertex plots will be cluttered
anyway and vertex plots need to be replaced by other visual
metaphors.
TABLE 1
The GPU acceleration speedup. N(G) and E(G) are
graph vertex counts and edge counts respectively;
N(NP) is the number of vertex plots rendered; TC (s)
and TG (s) are CPU and GPU rendering time in
seconds respectively; and Speedup is the speedup of
GPU rendering over CPU rendering.
N(G)
500
1,000
2,000
5,000
10,000
20,000
50,000
100,000

6
6.1

E(G)
1,704
3,927
8,167
23,355
53,477
110,339
291,482
583,319

N(NP)
5
12
22
51
51
51
51
51

TC (s)
0.017
0.038
0.092
0.451
0.945
2.669
14.110
57.420

TG (s)
0.016
0.021
0.032
0.125
0.260
0.836
5.458
25.230

Speedup
1.06
1.81
2.88
3.61
3.63
3.19
2.59
2.28

U SER S TUDY
Setup

A preliminary user study has been conducted to evaluate
the effectiveness of PIWI in helping sophisticated users
conducting community related tasks on a real graph. In this
study, PIWI (CPU version) was compared with the state-ofthe-art graph visualization tool NodeXL (version 1.0.1.196
released on December 2011, the newest downloadable
version when the study was conducted in February 2012)
[3]. NodeXL displayed graphs whose edge and vertex lists
were stored in an Excel 2007 or Excel 2010 workbook
(Excel 2007 was used in the study). It uses coordinated
NLDs and Excel worksheets to display the graphs and their
vertex, edge, and group details.
Subjects: Ten subjects participated in this study. They
were graduate and senior undergraduate students of CS and
other engineering majors. They were not familiar with PIWI
and NodeXL, although they all knew NLDs. The subjects
were divided into two groups balanced by the number of
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Fig. 7. NLDs in NodeXL [3]. The Infovis co-author network is displayed. (a) The box layout used in the user
study. Vertices in the top left community are selected. (b) The Harel-Koren Fast Multiscale layout.
subjects, major, and education level. One group used PIWI
and the other group used NodeXL in the study.
Datasets and their Communities: Two graphs were
used in the study. The Polbooks graph (105 vertices and 441
edges) [33] was used in the training. The Infovis co-author
Network (1,462 vertices and 6,075 edges) was used in the
test. Four communities were detected from the Polbooks
graph and twenty-one communities were detected from
the Infovis co-author network using the Clauset-NewmanMoore algorithm [12]. The same community detection
results were used in NodeXL and PIWI.
NodeXL Setup: (1) NLD layout: each of a graph’s
community was laid out in a box. The boxes were sorted
by community size (see Fig. 7 (a)). This layout was
chosen since it was the best layout for community related
analysis tasks in NodeXL (Fig. 7 (a) and 7 (b) compare
the layout used and another layout in NodeXL). (2) Visual
effects: Vertex size helped the subjects identify vertices
with high degree centralities. The edges were set to be semitransparent to reduce clutter. The subjects were allowed to
change the opacity interactively during the study.
NodeXL Interactions: The subjects were trained to
use the following interactions in NodeXL: (1) Selection:
Selecting vertices would highlight them and all edges connecting to them in both the NLD and the Excel worksheets.
Clicking a vertex on the NLD or the Excel worksheet would
select it. Drawing a rectangle on the NLD would select
all vertices in it. This technique was used to select all
vertices in a community. Fig. 7 (a) shows the results of
such a selection. A right click on a vertex would trigger
a menu from which all neighbors of the vertex could be
selected. Users could add/remove newly selected vertices
to/from the selection set, but intersection was not available
in NodeXL. (2) Clutter reduction: Dynamic ﬁlters would
be used to remove vertices with small degree centralities
from the NLD. Scaling the vertices and labels and zooming
in would reduce overlap among the labels. In addition,

if a vertex was selected from the NodeXL, it would be
automatically brought to the center of the Excel worksheet,
where its label could be read feasibly. (3) Search: Excel
search functions could be used to ﬁnd vertices whose labels
contained a given string. There were more interactions
available in NodeXL, but they were not relevant to this
study.
Procedure: The subjects conducted the study one by
one on a Lenovo T420 laptop (Intel(R)Core(TM)i5-2410M
CPU@2.30GHZ). The laptop was connected to an external
display set with a 20 inch LCD monitor with a resolution
of 1680 × 1050 pixels. Each subject had a training session
followed by a test session. In the training session, the
instructor ﬁrst brieﬂy introduced the visualization and the
interactions of the system to a subject. Then the subject
conducted four training tasks on the Polbooks graph, which
were highly similar to the tasks to be conducted on the
Infovis co-author graph in the test session. Hands-on help
was provided by the instructor, including exemplifying
strategies for conducting the task and answering questions.
The training session ended when the subject ﬁnished the
training tasks successfully. The total time spent in the
training session was recorded for each subject. In the test
session, the subject conducted four tasks on the Infovis coauthor graph independently. The time she/he spent on each
task was recorded. After each task, the subject was asked to
rate the effectiveness of the tool on a 5 point scale. After
the test session, the subjects provided preference ratings
and comments.
The four tasks used in the test are presented as follows.
They were signiﬁcant community related analysis tasks
identiﬁed from the case study (see Section 4). The best
strategies for using NodeXL to conduct most tasks, ﬁgured
out by the authors in the pilot study and taught to the
subjects in the training, were also presented. The strategies
taught to the PIWI users are presented in Examples 2.1, 2.2,
2.3, and 2.4 in Section 4 and are not repeated here. The
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subjects were free to use any other strategies they wanted.
In all tasks the subjects only needed to write down the ﬁrst
names of the authors to reduce the effect of their writing
speed on performance.
Task 1: Browsing communities Identify four big communities. From each of them, ﬁnd three persons with
high degree centralities and write down their ﬁrst names.
NodeXL Strategy: Apply the dynamic ﬁlter to remove
vertices with small degree centralities. Scale the labels and
zoom into big boxes for labels of large vertices. Alternative
NodeXL Strategy: Sort the vertices in the Excel worksheet
by their degree centrality in descending order. Select all
vertices of a community displayed in a large box. Copy
the labels of the three topmost selected vertices from the
worksheet. This was a more efﬁcient strategy than the ﬁrst
one for large graphs. The ﬁrst strategy, rather than the
second one, was taught to the subjects to test the capability
of the subjects in reading labels from an NLD.
Task 2: Finding disconnected communities Given the
label of a vertex (Ben Shneiderman), ﬁnd three groups that
are not directly connected to its community. Write down
the ﬁrst names of three persons from each group. NodeXL
Strategy: Search and select the given vertex. Identify
its community and select all vertices in this community.
The vertices and all edges connecting to them are thus
highlighted (see Fig. 7 (a)). Scan the NLD for communities
where there is no vertex connecting to the highlighted
edges.
Task 3: Finding bridging vertices Labels of two
vertices are given (Helen C. Purchase and Ben Shneiderman). Their communities are not directly connected.
Are there any persons in other groups who connect these
two communities? If so, write down their ﬁrst name. The
answer had three bridging vertices. NodeXL Strategy:
Select vertices in both communities and manually look for
bridging vertices.
Task 4: Investigating the relationship between a vertex and multiple communities There are six communities
connecting to John T. Stasko besides his own community.
Write down the ﬁrst name of a person connecting to John T.
Stasko from each of these communities. NodeXL Strategy:
Select the vertex and its adjacent vertices. Look for selected
vertices from different boxes.
Please note that NodeXL is a general purpose graph
visualization system, while PIWI is specially designed for
community related tasks. All the tasks used in the study
were community related tasks and thus they might favor
the design features of PIWI. Future studies will have to be
conducted to understand which tasks are convenient with
PIWI and which favor other tools in a wider scope.
6.2

Results

The average training time was about the same for NodeXL
(9.7 minutes) and PIWI (9.3 minutes). The average completion time and correctness of PIWI users and NodeXL
users on each task are reported in Table 2. After each task,
the subjects answered the question “Is this tool effective
in conducting this task?” on a ﬁve point scale (5-strongly

11

TABLE 2
User Study Results

Task 1
Task 2
Task 3
Task 4
Easy to

Time (minutes)
Correctness (%)
Effectiveness Rating
Time (minutes)
Correctness (%)
Effectiveness Rating
Time (minutes)
Correctness (%)
Effectiveness Rating
Time (minutes)
Correctness (%)
Effectiveness Rating
Use (1-5)

(1-5)
(1-5)
(1-5)
(1-5)

PIWI
1.8
100
5
2.7
100
4.8
2.6
100
4.6
1.9
100
5
3.2

NodeXL
4.7
100
3.6
4.9
47
2.6
5.6
33
2.2
3.7
97
2.8
2.2

agree, 1-strongly disagree). After all tasks, the subjects also
gave preference ratings on “easy to use” (5-very easy, 1very difﬁcult). The average ratings from PIWI users and
NodeXL users are reported in Table 2. As shown in Table
2, the 5 PIWI users had faster average performance times
than the 5 NodeXL users for all tasks. PIWI users also had
higher average correctness than NodeXL users for tasks 2,
3, and 4. PIWI users thought their tool was more effective
than NodeXL users for all four tasks. In general, PIWI users
thought their tool was easier to use than NodeXL users. We
expect that if the alternative strategy was taught in Task 1,
the NodeXL users would have had better performance in
Task 1. The current result of Task 1 revealed the difﬁculty
of label reading in NLDs if no other facilitated views were
provided.
After the test, the subjects wrote down their comments
on the advantages and disadvantages of the system they
used. PIWI users listed the following advantages: “I felt
that the system was well organized, which made detail
operations really easy to do.” “Easy for tasks. Enable me
to quickly access the connected vertices without cluttering
the display.” “This system is excellent for searching through
and determining relationships within graph data.” “Easy to
ﬁnd neighbors of a given vertex and common neighbors
of several vertices.” “I like the vertex plots for selection.”
“The ability to quickly construct new groups gave a lot
of additional information on the relation between these
groups.” “The sort cluster function was very helpful.”. All
of the disadvantages listed for PIWI were mild suggestions,
such as adding a search group function and adding a right
click menu to avoid having to move to the toolbar when
changing the selection status. These suggestions will be
applied to the new version of PIWI.
NodeXL received positive comments such as the interactions were simple, community relationships were revealed to some extent, the integration with Excel was
good, and the highlighting and selection were helpful. The
negative comments revealed that multiple NodeXL users
experienced difﬁculties in selection: “Sometimes I need
to click vertices one by one to ﬁnd the answers. Crazy.”
“Difﬁcult to select vertices due to the label clutter.” “This
system is easy to understand, but not effective. I have to
search over the interface to ﬁnd answers.” The subjects also
complained about the clutter in the display: “Labels are
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overlapped. Hard to recognize.” “When a vertex has too
many neighbors, it is hard to distinguish them.”

7

E XPLORATORY S TUDY FOR U TILITY

In the user study reported in Section 6, the subjects conducted graph analysis tasks following given strategies. To
learn how PIWI was used in a more complex visual reasoning process, another exploratory study was conducted with
sophisticated users. In this study, eight computer science
graduate students were asked to use PIWI (CPU version) to
gather information from the NYT news corpus introduced
in Section 3. Two tasks were given to each subject. The
ﬁrst task was to identify as many news events about Libya
as possible in 10 minutes. The second task was to identify
three terrorism events in the shortest time possible. For each
subject, the instructor ﬁrst showed him/her how to use PIWI
to explore the NYT graph, identify vertices and edges of
interest, and access the original news articles through the
edges. The subject then tested the interactions with the
help of the instructor. This free form exploration lasted
about 10 minutes. After that, she/he conducted the tasks
independently. After conducting the tasks, she/he rated
PIWI in “usefulness”, “ease of use” and “awareness of
context” on ﬁve point scales and answered open questions.
On average, 3.75 news events were identiﬁed by the
subjects in the ﬁrst task. The subjects completed the second
task in 7.5 minutes on average. It was observed that the
subjects developed different strategies to make use of PIWI.
For example, some of them ﬁrst browsed the communities
in the initial view and then created U-groups for vertices
of interest; some of them started by searching vertices of
interest and then examined communities most relevant to
these vertices; some of them started by bulk selection (such
as selecting all vertices connecting to terrorism), followed
by exporting and exploring sub-graphs. These strategies
showed that PIWI was a ﬂexible graph exploration tool.
With regard to preference ratings, PIWI received average
ratings of 4, 3.75, and 4.38 on “usefulness”, “ease to
use”, and “awareness of context”, respectively (1 is the
lowest and 5 is the highest). The post-study comments
from the subjects showed that they liked the vertex plots.
There were comments such as “The vertex plot is powerful.
I can quickly erase the unnecessary vertices. I like it”
and “The vertex plot can help me ﬁnd the relationship
among different types of information”. The subjects also
commented that using the vertex plots for selection was
much quicker and intuitive than using menus or check
lists. In addition, the subjects commented that the tag
clouds made sense to them. There were comments such
as “Perfect. The tag clouds provide direct description of
what I am working at!”

8
8.1

D ISCUSSION
Contributions

The large amount of vertices and edges as well as the
complexity of their inner structure hindered immediate
knowledge discovery in graphs. Since the display and
human perception ability are limited, we carefully select the
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information to be presented in the initial view. An iterative,
progressive knowledge discovery process is facilitated by
interactions in support of the (1) deﬁnition of interesting
vertex sets; (2) identiﬁcation of neighbors/paths; (3) investigation of detailed contents; and (4) acknowledgement of
global context.
Tag clouds and vertex plots (they can be viewed as a
variant of the Pixel-Oriented techniques [23]) are familiar
visualization techniques. PIWI creatively assembles them
to carry semantic, structural, and attribute information of a
graph. Thus, a graph is untangled into a set of communities
that can be displayed row by row in a scrollable window,
which greatly expands the visualization space and capability. Consequently, plenty of space is assigned to vertex
labels. Vertex attributes can also be explored together with
the structural information seamlessly. This method loses
direct links between graph vertices. However, the links are a
major source of clutter and typically play a negative role in
visualizing and analyzing graphs with more than hundreds
of vertices. More importantly, the interactive exploration
through bulk selections and U-groups compensates the loss
and promotes effective investigation in exploratory tasks.
This satisﬁed the needs of real users in the evaluation.
Bulk selections and U-groups are novel, useful interactions for making sense of large graphs. Bulk selections
allow users to select vertices using complex attribute and
structural criteria simultaneously with ease. With U-groups,
the cognitive load of users can be reduced by allowing
complex graph exploration tasks to be conducted within
several steps of simple operations. U-groups also enable
users to explore a large graph progressively and iteratively.
If the vertex plots of a vertex group (a community or a Ugroup) are considered a visual presentation of the distances
from all vertices to that group, PIWI actually maps a graph
from a high dimensional space to a much lower dimensional
space. This space consists of dimensions that summarize the
structural information (communities and their neighbors),
dimensions that reﬂect user interests (U-groups and their
neighbors), and vertex attributes.
8.2

Applicability and Limitations

Currently, PIWI supports visual exploration of unweighted,
undirected graphs with thousands of vertices where the
semantics of the vertex labels matter. PIWI can also present
binary attributes carried by the vertices and support the
visual exploration of relationships between these attributes
and graph structure. For graphs where vertices are merely
numbered, edges have many attributes, or vertices have
multiple continuous attribute values, other strategies may
be better. PIWI is yet to be evaluated on a wider range
of graph analysis tasks, including both community related
tasks and non-community related tasks.
PIWI has the potential to be applied to a wider range of
graphs. It can be extended to visualize directed graphs by
displaying incoming neighbors and outgoing neighbors in
different vertex plots. Graphs with weighted edges would be
visualized by displaying vertices within different weighted
distance ranges to a community in multiple vertex plots.
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An alternative solution is to replace the vertex plots by
other visual metaphors, such as dynamic query scales [29],
to display the weighted distances in a continuous scale.
To visualize multi-modal graphs, vertices of different types
may need to be separated into different groups. More
interactions for exploring relationships among groups of
different types may need to be provided. In addition,
adopting visual metaphors such as dynamic query scales
[29] could allow PIWI to better support visualization of
graphs with numeric vertex attributes.
PIWI is a useful tool for sophisticated users, as shown in
the user studies. Further user studies need to be conducted
to test its usability for users without an engineering background. In case that it is too complex for novice users, the
visualization can be simpliﬁed to enhance usability at the
cost of the amount of information presented. For example,
vertex plots can be simpliﬁed into glyphs indicating the
populations and the percentages of vertices in the neighborhood that have been selected.
PIWI can visualize communities constructed based on
graph structure, vertex attributes, or any other information.
By interactively creating U-groups, users can even utilize
and compare different ways of grouping. For example, they
can construct U-groups for vertices with different attributes
and compare them with those communities constructed
using structure based clustering. They can also intersect
vertex plots representing communities and attributes to
construct new groups with both attributes and structural
information considered.
The effectiveness of the initial views in PIWI depends
on the quality of the incorporated automatic community
detection algorithm. However, this reliance is not considered a vital issue in PIWI since (1) Community detection
is a well studied ﬁeld and many algorithms have been
proven to be very effective in real graphs. PIWI can
easily integrate many algorithms. (2) The dependency of
visualization on clustering quality exists in most clustering
based visualization approaches. PIWI actually has less such
dependency than many other approaches. The reason is that
the progressive visual reasoning supported by PIWI allows
users to conduct further analysis after an initial insight
is discovered rather than making decisions upon possibly
misleading insights.
Furthermore, this weakness can be alleviated along the
following directions: (1) allowing users to interactively control the clustering process and monitor the clustering quality
through metrics such as modularity and visual exploration;
(2) allowing users to visually compare the clustering results
from different algorithms to ﬁnd the optimal ones. This
function is important since an algorithm working well for
certain types of graphs may have poor performance on other
types of graphs.
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semantics, attributes, and communities of a large graph in
an uncluttered way. Labels of a large number of vertices can
be examined within their communities and neighborhood
context simultaneously. PIWI provides bulk selections to facilitate the selection of a large number of vertices according
to desired structural features and vertex attributes. Moreover, user-deﬁned vertex groups, which can be constructed
efﬁciently with bulk selections, allow users to use the output
of a previous step as the input to further visual exploration,
and then to compare, reﬁne, and integrate results from
multiple visual exploration steps. Our case studies and user
studies demonstrated that PIWI facilitated rich community
related graph analysis tasks and iterative visual reasoning.
The GPU accelerated version of PIWI scales to graphs with
ten thousands of vertices. In the future, we will extend
PIWI for other types of graphs. Another important task is
to systematically study community related graph analysis
tasks by constructing a task taxonomy and exploring the
design space of visual analytics approaches to these tasks.
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[25] G. Palla, I. Derényi, I. Farkas, and T. Vicsek. Uncovering the
overlapping community structure of complex networks in nature and
society. Nature, 435:814–818, 2005.
[26] A. Perer and B. Shneiderman. Balancing systematic and ﬂexible
exploration of social networks. IEEE Transactions on Visualization
and Computer Graphics, 12(5):639–700, 2006.
[27] A. Pretorius and J. van Wijk. Visual analysis of multivariate state
transition graphs. IEEE Transactions on Visualization and Computer
Graphics, 12(5):685–692, 2006.
[28] Z. Shen, K.-L. Ma, and T. Eliassi-Rad. Visual analysis of large
heterogeneous social networks by semantic and structural abstraction. IEEE Transactions on Visualization and Computer Graphics,
12(6):1427–1439, 2006.
[29] B. Shneiderman. Dynamic queries for visual information seeking.
IEEE Software, 11(6):70–77, 1994.
[30] B. Shneiderman and A. Aris. Network visualization by semantic
substrates. IEEE Transactions on Visualization and Computer
Graphics, 12(5):733–740, 2006.
[31] A. Singla and I. Weber. Camera brand congruence in the Flickr
social graph. Proc. of the Second ACM Int. Conf. on Web Search
and Data Mining (WSDM09), pages 252–261, 2009.
[32] J. T. Stasko, C. Gorg, and Z. Liu. Jigsaw: Supporting investigative
analysis through interactive visualization. Information Visualization,
7(2):118–132, 2008.
[33] V. Krebs. The polbooks dataset. http://www.orgnet.com/.
[34] S. van Dongen. Graph clustering by ﬂow simulation. PhD thesis,
University of Utrecht, 2000.
[35] F. van Ham and A. Perer. “search, show context, expand on demand”:
Supporting large graph exploration with degree-of-interest. IEEE
Transactions on Visualization and Computer Graphics, 15(6):953–
960, 2009.
[36] C. Viau, M. J. McGufﬁn, Y. Chiricota, and I. Jurisica. The
FlowVizMenu and Parallel Scatterplot Matrix: Hybrid multidimensional visualizations for network exploration. IEEE Transactions on
Visualization and Computer Graphics, 16(6):1100–1108, 2010.
[37] M. Wattenberg. Visual exploration of multivariate graphs. Proc.
ACM SIGCHI Conference on Human Factors in Computing Systems,
pages 811–819, 2006.
[38] L. Wu, X. Ying, X. Wu, and Z.-H. Zhou. Line orthogonality in
adjacency eigenspace with application to community partition. In
IJCAI, pages 2349–2354, 2011.
[39] J. Yang, D. Luo, and Y. Liu. Newdle: Interactive visual exploration
of large online news collections. IEEE Computer Graphics &
Applications, 30(5):32–41, 2010.

14

Jing Yang Jing Yang is an associate professor in the Computer Science Department at
the University of North Carolina at Charlotte.
Her research interests include visual analytics and information visualization on high dimensional data, graphs, and text documents.
She received a PhD in computer science
from Worcester Polytechnic Institute.

Yujie Liu Yujie Liu is a PhD student in the
Computer Science Department at the University of North Carolina at Charlotte. Her
research interests include evaluations and visual analytics on graphs and text documents.
She received a MS degree in Automatic Control from Huazhong University of Science and
Technology.

Xin Zhang Xin Zhang is a master student on
computer science at school of EECS, Peking
University. His research interests lie in information visualization and visual analytics, with
emphasis on graph visualization and social
network visual analysis. He received a BS
degree in psychology and a BS degree in
computer science from Peking University.

Xiaoru Yuan Xiaoru Yuan is a faculty member at Peking University, in the Laboratory of
Machine Perception (MOE). His primary research interests lie in the ﬁeld of visualization
and visual analytics, with emphasis on large
data visualization, high dimensional data visualization, graph visualization and novel visualization user interface. He received a PhD
in computer science at University of Minnesota at Twin Cities.
Ye Zhao Ye Zhao is an associate professor in
the Department of Computer Science at Kent
State University. His research interests include natural phenomena modeling, data visualization and visual analytics. He received
a PhD in computer science from Stony Brook
University.

Scott Barlowe Scott Barlowe is a recent
Ph.D. graduate from the Computing and Information Systems program at the University
of North Carolina at Charlotte.His research
interests include visualization, data mining,
and bioinformatics.

Shixia Liu Shixia Liu is a lead researcher
in the Internet Graphics Group at Microsoft
Research Asia. Her research interest mainly
focuses on interactive, visual text analytics
and interactive, visual graph analytics. She
received a PhD in Computer Aided Design
and Computer Graphics from Tsinghua University.

